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ABSTRACT 
This paper presents a new architecture, Reach4Cloud, for an 
existing system which allows the building of user friendly 
interfaces into interactive spaces. Our new system facilitates the 
controlling of local resources and services using physical user 
interfaces. In this paper we focus our attention on applying cloud 
computing architectures used in botnets and malware to our 
previous distributed computing system. We have identified the 
command-and-control message bus as the common denominator 
of botnets. We have also selected the IRC as the message bus and 
have applied this model as distributed system architecture to a 
previous version of the system, partially re-architecting it to 
communicate over the IRC. We have investigated botnets and 
compare the botnet-based Reach4Cloud system to the original 
REACHeS architecture while reporting our observations along the 
way.     

Categories and Subject Descriptors 
H.5.2 [Information interfaces and presentations]: User 
Interfaces– input devices and strategies, user-centered design, 
prototyping. 

General Terms 
Design, Human Factors. 

Keywords 
Multimedia services, botnets, HCI, Remote Control, Interactive 
Spaces, IRC, architecture comparison. 

1. INTRODUCTION 
In recent years, the number of devices and services surrounding us 
has rapidly increased at such a rate that multimedia content is 
watched and distributed using many different devices in many 
different environments. However, due to the complexity and 
variety of user interfaces available, the users often have to 
interrupt their activities to control a service. We tackle this 
challenge by developing interactive spaces; by equipping our 
everyday environments with easy-to-use user interfaces that offer 
access to a rich set of services. In these spaces, users interact with 
services using surrounding objects, that is, using physical user 
interfaces. Our aim is to allow the users to solely focus on their 
daily life and use the services when needed without disrupting 
everyday activities.  

In our previous work [13, 14] we presented the REACHeS 
platform which facilitates the building of physical user interfaces 
for services available in everyday environments. We are able to 
augment objects in an environment with the use of RFID tags 
allowing users to read those tags by touching them with NFC 
mobile phones. REACHeS connects these physical user interfaces 
to services and local resources. When a user touches a tag, the 
phone sends a command (stored in the tag) to REACHeS which 
passes the command onto the corresponding service. REACHeS 
also transmits the service's responses to the phone and to the local 
resources controlled by this service. We have also been successful 
in building several prototypes on top of this platform. In these 
prototypes, mobile phones act as remote controls for multimedia 
services that show content in wall displays. Examples of these 
applications include a Multimedia Player to watch videos, a Photo 
Album showing photographs and a Product Browser presenting 
photographs and textual information of products. It is possible, for 
example, for the user to start a Photo Album application on a wall 
display by touching an RFID tag placed next to the display with 
their mobile phone. The application can then be controlled with 
the phone.  
The REACHeS platform can be used to connect any service 
(supporting well-known internet protocols) to physical user 
interfaces and local resources such as large displays. Therefore, 
REACHeS offers considerable potential for building interactive 
spaces and for a vast range of easy-to-use services to a large 
amount of users in our everyday environments. However, the 
current implementation is based on a centralized and monolithic 
server architecture as all resources, clients and services 
communicate with a central server. This architecture limits the 
possibilities of creating large and robust systems. In short, 
REACHeS has to be developed to be more reliable, scalable and 
autonomic.  
These characteristics fit well with the cloud computing concept 
[16]: as the Cloud is a single point of access for the entire 
computer needs of consumers, the infrastructure must be robust 
and accessible at any time. We suggest the study of botnets, a 
group of remotely controlled malware-infected PCs, as one 
possible solution to modify the REACHeS architecture to fit with 
the cloud paradigm. Botnets are commonly studied as a  nuisance 
which requires eliminating, but we have decided to try  to learn 
from them. They are built rather ad-hoc, modified and updated on 
the fly, while managing to be robust and scalable using feeble 
software engineering resources. The central idea we've borrowed 
from botnets is the model of agents taking orders from and 
reporting events to a command-and-control channel over the IRC. 
The IRC has a long history (that begun at the University of Oulu) 
of dealing with a hostile networked environment and providing a 
distributed fault-tolerant messaging service. For machine-to-
machine communication, the ability to join together and split apart 
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networks of IRC servers can enable a flexible and loosely 
organized universe of machine-to-machine communication.  
The goal of this paper is to present a botnet architecture for 
REACHeS, Reach4Cloud, and compare the advantages and 
disadvantages of this new architecture in relation with our old 
architecture. The rest of the paper is structured as follows: In the 
next two sections we present a related and a scenario application. 
Section 4 describes the current REACHeS architecture while 
section 5 provides an introduction to botnets. Section 6 describes 
the new Botnet inspired REACHeS. Section 7 compares both 
architectures and finally section 8 concludes the paper with a 
discussion.  
 

2. RELATED WORK 
Commanding the digital world using either smart phones [7] or 
manipulating physical objects in the user environment [1,2,3] has 
been widely studied. Our system operates by generating events 
when users interact with objects. This event information is then 
contained in RFID tags. In that sense our system resembles 
Cascadia [4] and Event Heap [5], however these are very general 
purpose systems whereas our system leaves complex operations to 
internet services. Broll et al [7] have also built a framework 
resembling our REACHeS system: Different services are started 
when users touch RFID tags with their mobile phones generating 
user interfaces on the mobile phone's display. However, this 
system does not allow the sending of commands to running 
services by touching tags - as ours does.  
The inner workings of malware and related botnet command and 
control technology has been studied by Cooke et al [8], who found 
that malware-infected computers form botnets and proceeded to 
measure the different aspects of botnets, study their propagation 
and used honeypots to intercept botnets that used IRC for 
command and control. They also categorized different command 
and control topologies, and described a system to detect botnets 
by correlating trace data from multiple sources. Barford et al [9] 
studied four well known botnet families, comparing their 
architectures, command and control mechanisms, deception 
features, attack mechanisms and propagation methods. They 
found that malware is constantly diversifying and improving, and 
techniques used by malware will probably turn from IRC to more 
peer-to-peer mechanisms as the arms race advances.  
XMPP[10], originally a human-oriented instant messaging 
protocol, has increasingly been gaining ground as a machine-to-
machine messaging bus. Johansson [11] described it in 2005, and 
now Apple's use of "Pubsub" in the iPhone and Google Wave [20] 
are amongst its highest profile examples of the "XMPP as a 
middleware" trend. Cohen [12] pondered about the dual-use 
nature of Jingle, Google's peer-to-peer extension to XMPP, 
pointing out "Unfortunately the closest real world example for 
Libjingle is that of a modern P2P botnet and its use of distributed 
command-and-control (C&C) systems, which are typically 
embedded directly into the botnet itself" and "Another interesting 
feature is its use of P2P and distributed architectures which makes 
it able to avoid any single points of failure". As our new 
architecture is based on botnets communicating over the IRC, it's 
not a conventional peer-to-peer or client-server system.  
In comparison to Google Wave, our architecture is vastly simpler. 
Documents can be stored in Wave, and any organization can join 
their Wave provider to the Google system without Google's 

intervention. To integrate the various Wave services provided by 
different administrative domains, a complicated system of 
federation involving proxies and queuing is used. A security 
architecture leveraging cryptographic techniques is employed to 
enable parties to communicate securely in the presence of 
untrusted Wave providers. Our system presently doesn't attempt to 
tolerate malicious parties, as end-users cannot directly join the 
Reach4Cloud message bus.  
XMPP differs in many fundamental ways from the IRC. It's 
decentralized: anyone can run an XMPP server for 
communication purposes i.e. talking to other XMPP users on the 
internet. In addition, IRC networks consist of servers that trust 
each other. It's also extensible and there are myriads of extensions 
- in fact few services use plain XMPP. XMPP is much more 
oriented on relaying messages between users in contrast to IRC's 
channel focus.   

3. EXAMPLE SCENARIO 
This paper illustrates both the original and the botnet-inspired 
REACHeS architectures with the following usage scenario. The 
scenario application is a Multimedia Player resembling the one 
described in [14]. It should be noted that the aim is to use this 
scenario in explaining the similarities and differences of the two 
architectures - not to justify the need for robustness and 
scalability. These needs can be identified from larger systems 
containing greater amount of resources and offering a wide range 
of services for a large number of users. We envision that the 
interactive spaces will run such systems. 

 

Figure 1. Multimedia Player shown on a wall display and a 

mobile phone GUI to control it. 

The scenario starts when a user enters a room which contains a 
large wall display. Several icons containing a pictogram and some 
short text are placed near the display. All the icons are illustrated 
by the same pictogram which advertises the Multimedia Player 
while the displayed text describes the available topics. Each icon 
is placed on top of an RFID tag; each tag contains data that 
specifies the video playlist described by the text. When a user 
touches an icon with an NFC mobile phone, the user interface of 
the Multimedia Player is shown on the wall display while the 
mobile phone is configured into a remote control. The playlist 
specified in the tag is uploaded onto the player. The user can now 
give commands to the player using the mobile phone's user 
interface (i.e. keypad and screen). For example, he or she can start 
playing a video, stop and pause it, or move to the next or previous 
video in the playlist. When the user has finished watching the 
desired content she can simply close the application in the mobile 
phone. This action stops the player application and releases the 
display for the next user. Figure 1 highlights the wall display user 
interface of the Multimedia Player while the user interface of the 
mobile phone is shown in the bottom left corner. 



4. REACHeS SYSTEM 

4.1 System Overview 
REACHeS (Remotely Enabling and Controlling Heterogeneous 
Services) is a server based system which allows mobile phone 
clients to control remote services. REACHeS also controls local 
resources (wall displays etc), performs resource allocation and 
offers service interfaces for controlling the resources. In short, 
REACHeS changes the mobile terminals into remote controls for 
remote services and local resources. Although the current 
implementation uses a mobile phone to run a REACHeS client, 
any device that is capable to sending HTTP requests to the server 
can implement a REACHeS client.  

 
Figure 2. REACHeS overview. 

The system overview is shown in Figure 2. When a user requires a 
particular service, he or she browses the environment visually, 
selects the corresponding icon, and touches it with a mobile 
terminal. The RFID reader installed in the mobile terminal reads 
data from the RFID tag which is placed under the icon (number 1 
in Figure 2). The data read from the tag is delivered as an event to 
the REACHeS system (2). REACHeS then passes the data to the 
server that is responsible for the service in question (3). The 
service replies with a message that determines which user 
interface should be created to the mobile terminal (4). REACHeS 
adapts and passes this information on to the mobile terminal (5). 
As a result, the user sees the remote control interface on her 
mobile terminal display and can start to control the service. 
During operation, REACHeS transmits the messages that are sent 
from the mobile terminal to the service and vice versa (as 
indicated by 2–5). The service can also request the control of local 
resources (e.g. a wall display) from REACHeS (6). In such a case, 
REACHeS redirects commands from the service to the local 
resources. From the service’s point of view, the events flow 
directly to the resource (7). In a typical message sequence, a 
command given by the user is first delivered through REACHeS 
to the service. The service then responds by sending a response to 
the mobile terminal and a command to a local resource. The 
communication process proceeds like this until the service is 
stopped. The sequence diagram in Figure 3 clarifies the behavior 
of REACHeS. Before the system can be used, services and 
resources must first be registered into REACHeS. When 
registering a service, the information required to access the 
service (host name, address, path) is delivered to REACHeS. 
Additional parameters like display location can be provided and 
used later in resource allocation. 

 
Figure 3. REACHeS sequence diagram. 

4.2 System Architecture 
The general architecture of the system is shown in Figure 4. The 
main components of the REACHeS are the User Interface 
Gateway (UIG), Resource Manager (RM) and Service Manager 
(SM). The User Interface Gateway contains a proxy that delivers 
client messages to the services, an internal service for 
administration purposes, and an adapter to adapt the service 
responses to clients’ capabilities, for example, to match a client's 
screen size. The database stores service and resource parameters; 
in addition to information about running services, loaded 
resources and resources allocated to each service. One role of the 
Resource Manager is to listen for commands sent from the 
services component to the local resources. When a service 
component sends a command to a local resource (through the 
SCListener), RM redirects it to the Resource Control component 
controlling that resource. This component supports the sending of 
asynchronous commands to the resource. Each loaded resource 
has its own Resource Control instance.  

 
Figure 4. REACHeS Architecture. 

Finally, the Service Manager is in charge of controlling running 
services and also the performing of initial resource allocation 
based on data in the resource database. It should also be stated 
that this system is in charge, for example, of denying client access 



to services being used by other clients and limiting the amount of 
time a client can use a service.  
REACHeS is implemented using Java Servlets 2.2 technology and 
runs on a Tomcat 6. The Java Virtual Machine version is J5SE. In 
the current implementation, XML files are used as a database. The 
mobile phones (Nokia 6131 NFC and Nokia 6212) are equipped 
with NFC compliant RFID readers. The phones implement the 
JSR 257 (Contactless Communication API) for communicating 
with the RFID reader. Near Field Communication, NFC [17] is a 
standard-based, short range wireless connectivity technology. The 
application starts when an RFID tag is touched by a specified 
phone by associating applications with RFID tag types (each tag 
type storing its own unique information). Communication 
between RM and Display is implemented using Reverse AJAX 
[18].  
 

4.3 Communication protocol 
The system components (clients, REACHeS server, resources and 
services) communicate using the HTTP protocol. The 
communication between mobile clients, the UIG and Services 
Components is implemented using HTTP GET requests. When 
the UIG receives a message from a client, it processes the 
message and redirects it to the target service. However, if an error 
is detected an error message is transmitted to the client instead. 
The HTTP request contains mandatory and optional general 
parameters and specific service parameters. The latter are not 
interpreted by the UIG but forwarded to the target service. The 
general parameters (Figure 5) are processed by the UIG and some 
of these parameters are forwarded to the Service Component.  

 
Figure 5. Mandatory parameters (upper) and optional 

parameters (lower). 

Services can send asynchronous commands to local resources 
through the SCListener interface. The commands and their 
parameters are encapsulated in the body of a HTTP POST request. 
An HTTP request can contain several commands. REACHeS 
pushes those commands to the corresponding resources by means 
of the corresponding Resource Controller. The service doesn't 
know the target resource, but REACHeS directs commands to the 
resources based on the information stored in the service and 
resource database. These commands are used to produce a change 
in the state of the resource; for example, start playing a video in a 
display.  

Figure 6 illustrates a scenario involving the communication with a 
display resource as described in the Scenario section. In this 
scenario the user starts the application by touching an RFID tag 
and presses the play button. 

 
Figure 6. REACHeS scenario sequence diagram. 

5. Botnets 
A botnet is a large group of machines controlled by malware that 
takes instructions from a control channel. It is one of the most 
well-established and commercially successful distributed/cloud 
computing paradigms today. This success can be partially 
attributed to easily acquired computing resources. Moreover, 
botnets controlled by malware have some other qualities that 
make them robust and survivable.  
Figure 7 shows a simplified illustration of how a spammer botnet 
might be controlled. The botnet keeper sends the content and a list 
of email addresses in the Send spam command. . 
Below is a simplified description of how a botnet might work: 
Firstly, the victim’s PC is infected by the so called stage 1 
payload. Here, the victim’s PC is lured to a web site or email that 
spreads the malware. Sometimes the malware is an executable 
attached to email advertising a fun game claiming to be from a 
friend of the victim or sometimes it's a web page that silently 
exploits a bug in the victim's web browser to execute the payload. 
This stage 1 payload downloads the main body of the malware 
(stage 2 payload), which contains the main functionality of the 
malware; typically this functionality is to hide the malware from 
the user, and to sign up to the command&control channel to await 
for more instructions (the first messages in the figure). Once the 
victim’s PC is part of the botnet, it obeys instructions from the 
command & control (the loop in the figure). The command 
channel is often encrypted and proxied through other nodes of the 
botnet to maintain its anonymity.  
There are other methods of spreading and delivering instructions 
to the bots, but this is a typical vanilla case.  

 
[0]service=multimedia_player&event=start&playlist=playlist1.xml& 
resourceId=1  
[1]event=start&playlist=playlist1.xml  
[2]<event resourceType="display">insertWebPage 
player.html</event><event 
resourceType="display">insertMediaPlayer mediaplayer 
mediaplayer</event>  
[3]service=multimedia_player&event=play  
[4]event=play  
[5]<event resourceType="display">sendCommand play 
mediaplayer</event>  

 

 
 



 
Figure 7. Typical botnet scenario. 

5.1 Characteristics of botnets 
The main characteristics that make botnets interesting are:  

1. Quantitative attitude to risk. Botnets are like ant 
colonies. Single nodes may be feeble but what really 
matters is when they act as a whole\group. Security 
mechanisms are designed to “buy time” before the 
botnet is abandoned and upgraded or re-established with 
a new code. Internet criminals constantly deal with the 
risk of getting caught, and make judgments on whether 
the returns are high enough for a given level of risk. The 
keepers try to put many levels of nodes between 
themselves and the botnet to evade getting caught.  

2. Must keep command & control channel working. A 
botnet node is useless if the c&c channel is disabled.  

3. Botnets evolve rapidly and must rapidly answer to 
threats from anti-malware tools, security patches, 
owners of the PC, competing botnet keepers and other 
competing internet crime actors, law enforcement and 
other anti-botnet actors like security analysts.  

4. Botnet nodes are cheap and unreliable. The botnet 
keeper must keep recruiting new victims just to 
maintain the number of nodes in the botnet.  

5. Service-oriented economics. Botnets are rented for 3-7 
cents per zombie per week[15]. They are very cheap to 
establish and provide capacity on demand. If a new 
profitable application of botnets is discovered, it's easy 
to expand your botnet.  

6. Value of heterogeneity. There's a spectrum of garden 
variety vs. high-end malware. Low-end malware sells 
cheaply and uses old vulnerabilities and techniques - 
targeted malware is expensive and can allow you to 
obtain corporate secrets from behind firewalls without 
being detected.  

7. Constant battle with a hostile code. Malware must evade 
detection from firewalls and anti-malware tools, and 
disable them if possible. Both the malware and the 
hostile code are frequently updated in order to beat the 
arms race, so disabling the opponent's update 
mechanism is important.  

5.2 Botnet applications 
Botnets are traditionally used to carry out illegal activities: 
hosting illegal web pages and other services (so-called fast flux 
hosting), sending out spam, steal or support the theft of sensitive 
data (such as credit card numbers, passwords, email addresses, 
and corporate/governmental secrets), proxy traffic for 

anonymization, and carry out distributed denial-of-service attacks. 
In addition there are housekeeping tasks that need constant 
attention in order to keep the operation running: New victims are 
required (as the botnet is constantly decaying), the control 
channel(s) must be kept running (perhaps by running a custom 
darknet and/or fast flux hosting), and counterattacks to be carried 
out against nosy investigators.  
A botnet is really a distributed service platform. In the parlance of 
today, botnets are considered as cloud computing. In addition to 
the advertised benefits that cloud computing brings, botnets also 
offer anonymity and resilience to law enforcement on demand. In 
many ways botnets are the realization of the venerable distributed 
computing utopia of a loosely organized ad-hoc flexible system, 
having few or zero single points of failure, with reasonably 
transparent economics of operation. 

5.3 Implementing botnets using IRC protocol 
IRC (Internet Relay Chat) is a protocol that, using TCP, permits 
interchanging text messages between two or more users in real 
time. Each IRC client connects to one server. An IRC server can 
connect to others creating an IRC network. Once a client is 
connected to the network, it can communicate with another client 
no matter which server each client is connected to. The basic 
means of communication between clients is a channel; a kind of 
discussion forum which users can join. A user in a channel can 
read text messages sent by others in that channel. It is possible to 
establish private conversations that can only be read by the 
desired members of one channel. Channel access can be restricted 
to certain users. Special users called operators have more 
privileges over certain channels.  
IRC protocol is based on simple ASCII text commands 
interchanged between partners. A partner receiving a command 
generates a text response and sends it back to the requester. A 
client can also receive “asynchronously” copies of messages sent 
by other members of the IRC network.  
The IRC protocol has been widely used to create botnets. In this 
case, the Command & Control channel is an IRC channel created 
by the Botnet Keeper, who is the only operator for that channel. 
Zombies are running IRC clients which connect to the Command 
& Control IRC Channel. The Botnet Keeper uses the Command & 
Control channel to send commands to the zombies. The 
commands can be sent to a specific zombie or to all of them at the 
same time.  

6. Botnet inspired design: Reach4Cloud 

6.1 Overview 
Reach4Cloud is a new implementation of the REACHeS system, 
featuring a botnet-inspired architecture. The functionality of the 
application is similar to REACHeS, hence in this section our 
focus is on an architectural viewpoint. The resulting system 
utilizes IRC as a message bus. The basic idea and use-case of 
controlling services and resources with a mobile terminal is 
unchanged, but the internals were reimplemented. These services, 
resources and clients run IRC bots which connect them to the IRC 
network. The idea behind selecting this design was to make a 
clear separation of the system parts, to make the system more 
easily expandable and to make it robustly distributed.  
We also wanted to minimize and compartmentalize the state kept 
by the system's components - to make it more RESTful [19], to 
borrow a term from the WWW scene. The user's session is 
assigned a unique identifier, and the message system (in our case, 



the IRC network) keeps track of all users. In addition to a session 
IDs, the state information of a user session contains IDs of all the 
resources used by the service and the start time of the service 
usage. The session ID, resource IDs and the starting time are 
saved in the corresponding service module until the session time 
ends. The session ID is required to handle multiple clients with 
one service bot. This way we do not have the need to create a new 
service for every resource.  

 
Figure 8. Reach4Cloud sequence diagram. 

In the Reach4Cloud system, the basic user case works as follows 
(see Figure 8): The services and resources join the botnet when 
they start operating. The user begins by touching an RFID tag 
with their mobile terminal. The terminal then contacts the 
Reach4Cloud user interface gateway (UIG). In figure 8 the UIG is 
part of the Client. The current version uses a HTTP protocol to 
communicate between the mobile phone and UIG due to 
backward compatibility issues. It would be easy to use any other 
protocol as a data bearer, since we are interchanging plain text. 
When the UIG receives a request, it creates an IRC bot 
functioning as an agent for the user and connects to the IRC 
control channel. Then, the user's bot makes a request to access the 
service in question. If the service is available the client bot 
reserves it and sends a “start” event with given parameters to the 
service. The service reserves the required resources, handles the 
event, returns a URL to the response document to the client bot 
and sends the user-requested event to the resource. The client bot 
delivers the URL received via the IRC to the UIG which then 
collects the content from the URL and returns the content to the 
mobile terminal. The client can send events to the service while it 
is still reserved. Events will update client and resource UI if 
necessary. 

6.2 Architecture 
The main components of Reach4Cloud, shown in Figure 9, are the 
user interface gateway (UIG), IRC based botnet, service and 
resource components. The UIG and the Remote Control form the 
client. The User Interface Gateway (UIG) functions as a proxy 
between the mobile terminal and the botnet. When a terminal 
sends an HTTP request, the gateway parses the event and its 
parameters from the incoming GET request and creates a 
temporary IRC bot which joins the service channel in the botnet. 

After obtaining the answer from the service this bot exits the 
botnet and the UIG returns the content to the mobile terminal. The 
UIG might then request resources from the internet such as 
webpages, figures or files. Those resources are packed in the 
HTTP response send back to the mobile terminal.  

 
Figure 9. Reach4Cloud Architecture. 

This architecture could be further simplified by integrating the 
UIG to the mobile terminal. The mobile terminal would have an 
IRC bot connecting directly to the botnet. A simple HTTP client 
could be implemented in the client to receive resources from the 
internet as well. This means the mobile terminal would not be 
required to connect to an intermediate server but directly to the 
IRC network. This modification would make the system less 
prone to errors; however we have kept the HTTP client due to 
backward compatibility with existing clients.  
The botnet is created on the IRC server, the bots being the service, 
resource and client bots. Usage of the IRC network as a backbone 
simplifies the system design. Service registration is achieved 
simply by creating a channel named after the service and by 
having the channel operator status in the newly created channel. 
Once a service is registered and as long as it is connected to the 
channel, no services can register with the same name. 
Reservations are also managed through the IRC protocol; clients 
discover services by their names (by listing the available 
channels). The load can be controlled by limiting the amount of 
clients joining a channel while several IRC servers can be 
connected together to form an IRC network, which makes the 
botnet more scalable and robust. Existing IRC networks can be 
easily split into partitions and joined together, for example 
splitting out a prototyping network and joining it back again for 
deployment into production.  
Reach4Cloud is meant to be used as its own individual IRC server 
or IRC network, and not as general internet-wide IRC networks 
like IRCNet or EFNet, as many administrative operations we rely 
on (like forcibly disconnecting clients) are only available for IRC 
server administrators.  
A service component has two parts: the IRC bot and the content 
server. The bot simply creates a channel and waits for events from 
clients. The channel name is the name of the service. On incoming 
events the bot creates one message for the client and one for the 
resource. The content server is not necessary if the service only 
returns simple messages to the mobile terminal. With more 
complex content it is recommended to use the server and just 
return content from the URL to the UIG which then fetches the 
content from the content server. Content server can be any server 
that understands the basic HTTP GET request because at this 



point the UIG can only obtain this type of content. A resource 
component's main part is the IRC bot. This bot also creates its 
own channel and sets its channel limit to 2 since currently only 
one service can use an individual resource at a time. The channel 
name is the ID of the resource. A resource bot implements a 
command handler that handles incoming commands in the 
resource channel. If a resource uses some external device (e.g. a 
display), there should also be a content interface for this device. 
This interface has access to the command being executed and 
possibly to the service's content server. Protocol between the 
Content Interface and the Resource depends on a resource 
platform. This implementation uses the same protocol as 
REACHeS to connect to displays, based on reverse AJAX and 
Javascript.  
The current implementation cannot allocate resources 
dynamically. The client must know the concrete resource ID that 
is usually embedded in the RFID tag. However, implementing a 
dynamic resource allocation is a straightforward task; this is 
discussed in more detailed in the Discussion section.  
Reach4Cloud is implemented using Python 2.5, Apache2 and 
mod_wsgi. IRC bots are object oriented and are included in 
reach4cloud Python module. Usage on Apache2 or mod_wsgi is 
not mandatory since the bots can be used with any server that can 
handle python scripts.  

6.3 Communication protocols 
Communication between the mobile terminal and the UIG occurs 
when using HTTP but while inside the botnet, a IRC protocol is 
used. In IRC the maximum message length is 512 bytes, so the 
URLs to the actual content are passed around when larger 
payloads are needed. To handle sessions and to support multiple 
clients, the services add randomly generated session IDs to the 
returned URLs. After the first event this id must be included in the 
parameters of every event. 
Figure 10 shows the sequence diagram of the example scenario 
presented in section 3. Table 1 explains the parameters used in the 
HTTP requests, while Table 2 explains some of the IRC 
commands used in the scenario. 
 

 
Figure 10. REACHeS4Cloud Scenario example. 

 

Table 1. List of parameters used in the example scenario 

Parameter 

name 

Description Example value 

service Requested service. player 

event Requested event for the service. play 

resource Resource for the service. Name of 
the resource bot. display 

id Session ID. Generated by service. 
Mandatory after the initial request. r4c429704 

playlist List of URLs to FLV -videos. 
Separated with comma. http://url/video.flv 

 

Table 2. IRC commands used in Reach4Cloud 

JOIN <channel-id> 
Join a channel - register to receive messages 
that other clients send to the indicated 
channel. 

PART <channel-id> Leave a channel - stop receiving messages to 
the indicated channel 

PRIVMSG <recipient> Send message - send a message to a single 
agent, or to a channel 

 

7. Comparison 
In this section we make a comparison between the two solutions. 
However, as the system implemented using the botnet paradigm 
does not yet implement full REACHeS functionality, we can 
compare only the functionality implemented so far.  

7.1 Architecture and protocol comparison 
The architectures can be compared generally based on Figure 4 
(original REACHeS architecture) and Figure 9 (botnet inspired 
architecture). In the original architecture the UIG component 
glues all the system elements together. In Reach4Cloud, the core 
element is the IRC network. Services, resources and clients 
connect to a botnet using the identified IRC network. All clients in 
the botnet require an IRC bot. This bot is in charge of connecting 
to the botnet and keeping the connection open. These IRC bots are 
also in charge of reserving and releasing other resources while 
informing the client when the component represented by the bot is 
not in use anymore. In REACHeS, the communication between 
Remote Control, UIG, Services and Resources is performed using 
the HTTP protocol, so all these components require a small HTTP 
client (usually making use of an existing library). In contrast, in 
Reach4Cloud UIG, services and resources communicate using the 
IRC protocol while the Remote Control and the UIG 
communicate using a HTTP protocol.  
Both architectures contain UIG components however, the two 
UIG versions perform different tasks. For REACHeS, the UIG is 
the core of the system. It must be located at the server side and it 
performs several tasks: message forwarding, resource allocation, 
client adaptation, and resource/service registration. In 
Reach4cloud the main task of an UIG component is to receive 
HTTP messages from a client and transform them into sets of IRC 
commands. UIG also requests internet resources listed in the IRC 
responses. Reach4Cloud contains, due to backward compatibility, 
a single UIG component in the server side. It would not be 
difficult to move the UIG to the client side, that is, to have a 
separate UIG component in each client.  

 
[0]http://reaches?service=player&event=play&playlist= 
http://url/video.flv&resource=display01  
[1] clientbotname play playlist=http://url/video.flv  
[2]http://service/player?target=client&event=play&resource= 
display01&id=r4c429704  
[3] play playlist=http://url/video.flv id=r4c429704 

 



In our first implementation the Service Manager is part of the core 
system and is centralized in the REACHeS server. The Service 
Manager associates IDs of services and resources with their 
network addresses or URLs. This system can also inform the 
resources reserved for each service at any moment. In the botnet 
approach this system is not needed. When a service or resource 
registers in Reach4cloud, its IRC bot creates an IRC channel. 
Other system components can access the resource or the service 
by knowing the channel’s name. Reach4Cloud does not at this 
moment implement resource allocation, so the mobile client must 
request a specific resource when starting a service.  
If we compare the two sequence diagrams Figure 3 and 8, the 
general operation sequence is almost the same. However, the 
registration of services and resources is different. When a resource 
or service is registered in REACHeS the registration information 
is stored in the centralized database. In the case of Reach4cloud, 
registration ("Join botnet" in the figure) is performed by creating a 
channel to which others can then send commands. In addition, the 
implementations of sending an event from a client to a service or 
from a service to a resource are different. In the original 
REACHeS system, the events are sent first to REACHeS and then 
to services. REACHeS performs basic filtering to check that the 
received event (command) is correct and does not violate the 
policy. In contrast, in Reach4cloud, communication is direct from 
clients to services. The UIG's only task is to transform the HTTP 
message into one or several IRC commands.  
A further difference between these two approaches is that in our 
original implementation a service does not know the target 
resource. The service sends the command to REACHeS which 
redirects it to the adequate resource. The communication between 
resources and services is always through REACHeS. In 
Reach4Cloud, services command directly to resources without a 
proxy intervention. At the moment neither of the two 
implementations provides feedback from resources to services but 
it would be much easier to implement this feedback using 
Reach4Cloud as we do not have to implement any module in the 
core. The resource can send feedback to the service using a 
private message to the service IRC bot.  
If we consider the protocols, the main difference is in the message 
encapsulation. In both cases communication between clients and 
services (or between UIGs and services) and services and 
resources is performed by transmitting messages that consist of a 
set of (parameter-name, parameter-value) pairs. In the first case, 
those messages are encapsulated in the HTTP GET/POST. 
Reach4cloud transmits the same message packages as plain text as 
the IRC commands JOIN, PRIVMSG and PART.  
From the scalability point of view the new implementation clearly 
offers more possibilities. Information is not centralized into one 
central server but is distributed amongst many IRC channels. 
Clients, services and resources communicate directly using IRC 
channels as all of them are part of the same botnet. An IRC bot 
can dynamically limit the number of other elements that can 
connect to a channel. If the channel is full, the JOIN command is 
rejected. The sizes of channels could be changed dynamically 
depending on factors such as network status. For example, we 
could state that a display can only accept connection of 2 different 
services. All REACHeS UIG subsystems could be split into 
independent services in Reach4Cloud. IRC networks have been 
proved to be highly scalable; a /lusers command to the server 
irc.oulu.fi in autumn 2009 provided the following information: 
84984 users, 43 servers, 152 operators and 46939 channels. 

Furthermore, IRC bots are made up of a very lightweight piece of 
code. If we desire to replicate the service (for example, for load 
balance or to have one instance of the service per client) we could 
replicate only the IRC bot and not the whole service.  
Moving Reach4Cloud UIG to the client, or even removing it 
completely, would expand the scalability of the system. Clients 
would not depend on a concrete server or gateway but they could 
connect directly to the IRC network. This would also make the 
system easier to administrate. Administrators would not be 
required to take care of servers since this system would use an 
existing network, used by a vast amount of users. 
Reach4Cloud is also more robust than REACHeS. The user does 
not depend on a central server as the connections between clients, 
servers and resources are done through the IRC network. If one of 
the servers is down the user can connect to another server of that 
network. The internal protocols of IRC are in charge of data 
consistency. REACHeS, in turn, is based on a central server. If it 
fails, we cannot use any of the resources. Creating a distributed 
system based on REACHeS would imply changing the general 
system architecture. IRC itself is robust, being a traditional 
hacker/script kiddie battleground and facing all sorts of hostile 
environments. IRC servers have to (mostly) trust each other.  
The robustness of Reach4Cloud could be improved by having 
many bots for a service, and hence many channels for a service. In 
the current implementation one service is associated to one IRC 
channel. In a botnet if one of the bots is cleaned up, there are still 
many other bots waiting to receive commands. If a service has 
multiple IRC bots associated to it, when one of them fails others 
are waiting to replace it. Of course, this approach brings a service 
naming problem that is not addressed in this paper.  
One disadvantage of the botnet implementation is the difficulty to 
change general policies, and to propagate these changes through 
all channels. Reach4Cloud makes the parts more independent and 
more difficult to administrate them as a group.  

7.2 Performance measurements 
To compare both implementations we have taken some 
performance measurements. We decided to measure the following 
quantitative values: latency, memory consumption, CPU 
consumption and generated network traffic. To compare the 
complexity of the systems we have measured lines of code in 
similar modules in both approaches.  
Experimental setup. In the performance test REACHeS is loaded 
on a Tomcat 6.0 server running on an Intel Corel Duo 2.66 Ghz 
with 2GB of RAM. The operating system is Windows XP SP3. 
We have implemented a Multimedia Player service similar to the 
one explained in the Example scenario section. It is a Java Servlet 
based application deployed on the Tomcat 6.0 server. The Tomcat 
server is running on a machine with the same specifications as the 
REACHeS machine and is connected to the same network. We 
have also only loaded one display into the system by the use of a 
Firefox 3.5 browser. Finally, we have simulated the mobile phone 
using a Nokia 6131 NFC emulator running on a machine of 
similar characteristics to the one mention previous. Reach4Cloud 
is loaded in an Apache2 server with a mod_wsgi module. The 
server is running on a virtual machine within an Apple Macbook 
Intel Core 2 Duo 2.4Ghz with 4GB of RAM as a host. The OS in 
this virtual machine is Debian Linux. A Multimedia Player service 
is implemented over the mod_wsgi module using IRC bot classes 
from Reach4Cloud. The display is loaded onto Firefox 3.5 on the 



same host and all the test are also performed on this machine. The 
client is simulated by custom test script made with Python.  
Latency, memory and CPU consumption. We measured the 
latency of a request made by a client to a service (from Send 
Event until Update UI arrows in Figure 3). The delay in the access 
network (client - UIG connection) depends on the network 
technology used (GPRS, WiFi, Bluetooth), so we have removed 
those times from the results. The measured time includes UIG 
process time, network communication with the service, and 
service internal process time. We activated the Multimedia Player 
application 100 times, each time sending 3 different events: 
"start", "play video", and "stop". We also measured the memory 
and CPU consumption for each of three executions. In REACHeS, 
the memory and CPU measurements include the memory 
consumed by REACHeS (UIG + Resource Manager) as well as 
the Tomcat server and the Java Virtual Machine running 
REACHeS. Process explorer 1.3 and JConsole were used as 
measurement tools. In Reach4Cloud, memory and CPU 
measurements includes the memory consumed by the Apache 
process that runs the UIG and the display bot. Unix command 'ps' 
is used as a tool for the measurements.  
Test results are shown in Table 3. As it can be seen, 
starting a service is much faster (46x) when using Reach4Cloud 
than in REACHeS. However, the rest of the events sent to the 
client have similar latencies. Furthermore, the Reach4Cloud 
latency is more or less constant and does not matter on the event 
sent. Both the memory consumption and the CPU load are 3 times 
larger in REACHeS than in Reach4Cloud.  

Table 3. Latency, memory and CPU consumption 

 REACHeS Reach4Cloud 

 Mean  � Mean � 

Latency for start 
command 697ms 72 14ms 3 

Latency for play 
command 9ms 8 14ms 2 

Latency for stop 
command 6ms 4 15ms 7 

Average memory 
consumption 36.75MB 0.07 7.71MB + 

4.12MB1 
0.13 + 
0.39 

Average CPU  load 0.6% 0.2 0.1 % + 
0.2%1 

0.02 + 
0.07 

    1 UIG + Display bot 

Traffic measurements. Using the same setup as in the previous 
experiment we have measured the total network traffic (requests 
and responses), including the protocols overhead for 3 different 
transactions: Transaction 1: Client to UIG communication; 
Transaction 2: UIG to Service communication; Transaction 3 
Service to Display communication. Note that for legacy 
REACHeS the last transaction is divided in two different 
transactions: the first one is from Service to REACHeS and the 
second one is from REACHeS to the display. We have filtered the 
traffic corresponding to the files sent to clients and displays (html, 
js, swf, xml and flv) so that we only compare the traffic generated 
by the protocol. Traffic measurements results are summarized in 
Table 4. This table shows that REACHeS generates more traffic 
than Reach4Cloud except at Point 2 (Communication between 
UIG and service). Most of the traffic measured at this point is 
created by the IRC server when the UIG joins it. This traffic could 

be reduced by keeping the bot alive for the whole session and not 
creating a new bot per request.  

Table 4. Traffic measurements 

 REACHeS Reach4Cloud 

 Bytes 
TCP 

packets 
Bytes 

TCP 

packets 

Transaction 1 1338 12 407 4 

Transaction 2  1174 10 2840 14 

Transaction 3 2578 +7051 10 + 71 269 6 

    1 Service to REACHeS + REACHeS to display 

Lines of code. We measure the lines of code of the following 
subsystems: Multimedia Player service, Resource Manager and 
UIG. Although, REACHeS performs more functions in the UIG 
than Reach4Cloud, we have tried to simplify REACHeS UIG so it 
resembles as much as possible to the Reach4Cloud UIG. For the 
UIG, Multimedia Player and Resource Manager, Reach4Cloud 
adds 475 lines which correspond to the bot implementation (the 
same for all bots in the system). Table 5 shows the lines of code 
for different system elements. If we do not consider the bot 
implementation, the sizes of the Reach4Cloud implementations 
are roughly 50% (service application), 2.5% (Resource Manager), 
and 2.5% (UIG) of the corresponding REACHeS 
implementations. 

Table 5. Lines of code 

 REACHeS Reach4Cloud 

Bot code 0 475 

Multimedia Player Service 221 107 

Resource Manager 2542 62 

Basic UIG 2191 56 

  

8. DISCUSSION 
The REACHeS platform was previously presented by us as a 
system to control remote services and local resources using 
physical user interfaces. We now proposed a new architecture 
borrowing concepts from botnets. Botnets inspired design 
increases the scalability and robustness of the system, as well as 
facilitating administration. Our botnet inspired system uses an 
IRC network to connect resources, services and mobile clients. 
The huge amount of users certifies that the IRC network works. 
Reach4Cloud follows our philosophy of using existing technology 
as much as possible as it significantly reduces the amount of code 
we need to implement. The core network is already built for us. 
Furthermore, we have simplified the protocol which allows the 
creation of simpler clients, services and resources. Instead of 
using a HTTP protocol they communicate using an IRC protocol. 
We selected IRC to use as bot channels due to the potential for 
building simple and scalable systems. 
From the experiments we can conclude that Reach4Cloud 
consumes much less resources than our first REACHeS 
implementation, while the latency for a client event is similar in 
both systems (if we do not take into account the start command). 
Reach4Cloud produces much less traffic and on average, makes 
the system more scalable. What is especially remarkable is the 
traffic difference between the service and the display. The reason 



for this, while in REACHeS communication between service and 
display goes through the REACHeS server, Reach4Cloud 
performs this communication using a direct connection. 
Furthermore, from line measurements we deduce that 
Reach4Cloud is a simpler system, and hence easier to expand for 
developers.  
Current Reach4Cloud implementation does not specify any 
naming system to address for different instances of the same 
service or resource. Services and resources are identified by a 
unique name that coincides with the name of the IRC channel. 
IRC network does not allow two channels with the same name. To 
increase scalability and robustness of the system, as is stated in 
section 6, Reach4Cloud should create multiple bots associated to 
the same service or resource. It requires a naming mechanism 
which allows bots-service association.  
Further work on this project will target system security. 
Reach4Cloud does not attempt to give any authentication or 
confidentiality. In the future we could use cryptographically 
strong cookies computed from shared secrets (as shared secrets 
could be bootstrapped using public key crypto). We have not 
specified our threat model either, which is a must for analyzing 
security properties. However, we expect it will be easier to 
implement security using the botnet approach.  
Furthermore, resource allocation is not implemented in 
Reach4Cloud. At the moment to access a resource it is currently 
on the first-come first-served basis. Reach4Cloud needs a 
resource allocation service which would help the client to choose 
the best available resource. The IRC channel has a topic 
parameter that can be any ASCII text. We could use this topic to 
insert resource and service properties (e.g. service type and 
display location). The resource allocation service could check 
which channels have the requested parameters in their topic and 
using the SQUERY command, perform the resource allocation 
while returning the list of resources to the service. 
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